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Abstract

Recent years have seen dramatic advances in the linguistic abilities of lan-
guage models, leading some authors to argue that they can be treated as
models of language. Against this background, we provide a cognitive per-
spective on the place of language models in the science of language, with
a particular focus on the role of structured representations. Evidence from
linguistics, psychology and cognitive neuroscience shows that structured rep-
resentations occupy a central place in the human mind. Structured repre-
sentations constrain how linguistic forms map onto meanings, thereby deter-
mining the boundaries of possible human languages. In language modeling,
instead, the place of structured representations is often peripheral. They
are seen as optional end point of modeling, to be induced as a consequence
of the objective the model tries to optimize — that is, next-word predic-
tion. Because structured relations and representations are not necessarily
useful for predicting the next word in a sequence, it is not guaranteed that
the model’s internal organization will come to encode those representations.
Indeed, contemporary language models struggle to use structured represen-
tations functionally to map form onto meaning, and to determine whether
they should consider their input as a possible human language or not. Build-
ing on classic insights in linguistics and (computational) cognitive science,
we suggest that any use of language models as models of language requires
conceptualizing the role of structured representations as computational ob-
jects.
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1. Introduction

When cognitive and computational approaches to language are compared, it is striking that
they are often not aligned in terms of their goals, scientific methods, and criteria for measur-
ing empirical success. Many cognitively-oriented approaches emphasize the importance of
structured representations in explaining linguistic phenomena, language learning, and lan-
guage behavior. In contrast, contemporary computational models of language, now known
as ‘language models’, are predominantly trained and tested on their ability to recognize
or generate sequences. This need not be a problem — it is quite likely that some forms of
structured knowledge will be acquired and represented by a computational model whose
primary goal is to recognize and predict words in sequences (e.g., Manning et al., 2020).
On the other hand, it is not improbable that the next-word prediction objective with which
language models are trained actually prevents them from recovering structural generaliza-
tions whose effects on sequential forms are very indirect. Moreover, it might support them
in making sequential generalizations that are highly predictive but not possible in human
language. If so, this will limit the contribution of language models to the science of lan-
guage, because humans are known to generalize in structure-dependent ways, and to avoid
making structure-independent generalizations (Coopmans et al., 2022; Crain & Pietroski,
2001; Culbertson & Adger, 2014; Ferrigno et al., 2020). Indeed, misalignments such as these
have led to a number of recent claims that language models are poor models of language
(Dupre, 2021; Fox & Katzir, 2024; Katzir, 2023; Kodner et al., 2023; Moro et al., 2023;
Vazquez Martinez et al., 2024).

We are not unsympathetic to these critical perspectives, but at the same time we
believe that language models have had such an outsized impact on scientific practice in
the language sciences that they must not be haphazardly dismissed. It is undeniable that
language models have the potential to provide novel insights into the information that can
be extracted from the statistics of human language. Moreover, language models have been
applied to address issues that are central to linguistics and cognitive science: they have
been used to empirically assess learnability claims (Lan et al., 2024; Wilcox et al., 2023;
Yedetore et al., 2023), to generate hypotheses about how grammatical information might be
compactly represented in a(n artificial) neural system (Frank, 2023; Lakretz et al., 2021),
and as ‘animal models’ to test the relationship between computational mechanisms and
behavior (McCloskey, 1991; Scholte, 2018). Each of these usages is informed by linguistic
theory, in the sense that they target linguistic phenomena that have been discovered and

described extensively in linguistics. However, in their current form, they often do not
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incorporate the solutions of linguistic theory to these phenomena. In this paper, we suggest
that language modeling will provide an even stronger contribution to the study of language
if it is not only informed by, but also incorporates, what we already know about language
— specifically, about the computational role of structured representations.

This paper is structured as follows: In Section 2, we first demonstrate the impor-
tance of structured representations in language by presenting evidence from co-reference
and binding. These phenomena show that the relationship between form and meaning in
natural language is mediated by hierarchically structured representations. Because of the
mediating role of hierarchical syntax, the way in which forms map onto meanings is indi-
rect and cannot be described entirely in sequential terms. The complexity of this mapping
might be underestimated in the practice of language modeling because language models
are primarily trained to recognize and predict sequences. Any sequential regularity in the
data that helps the model achieve better performance on this objective will be learned and
internalized, even though such surface regularities are not the core principles underlying the
data (Figure 1). In Section 3, we discuss impossible languages, which are artificial languages
that are logically possible but that are never realized in natural language, arguably because
they contain grammatical rules that do not rely on structured representations. Language
models seem to use the same representational infrastructure for impossible languages and
natural languages. This undermines their utility as comparative system for human lan-
guage, because humans naturally treat possible and impossible languages as different in
kind (Figure 1). In Section 4, we argue that these mismatches between cognitive and com-
putational approaches to language are rooted in the fact that they take a different approach
to structured representations. We suggest that language modeling will provide a stronger

contribution to the science of language if it makes representing structures a primary target.

2. Beyond forms: Syntax maps form onto meaning

A large body of both theoretical and empirical evidence has shown that language builds
meaning in a hierarchical way: the meaning of phrases and sentences is derived not just
from the order in which their words appear (their external, sequential form), but also from
the position of these words in their hierarchical structure (Chomsky, 1965; Coopmans et al.,
2022; Crain & Pietroski, 2001; Culbertson & Adger, 2014; Everaert et al., 2015; Hunsicker
& Goldin-Meadow, 2012; Kazanina et al., 2007; Lidz et al., 2003; Momma & Ferreira,
2019; Reinhart, 1983; Rizzi, 2009). In other words, structured representations, not linear
sequences, are the primary unit of linguistic interpretation. Because of this mediating role

of hierarchical syntax, the relationship between forms and meanings in natural language is
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Only a subset of the space of all logically possible languages is considered a possible hu-
man language. Possible human languages are languages that map form onto meaning in
a structure-dependent way, as is seen in structural constraints on co-reference. Impossible
languages contain rules that are impossible in natural language, such as rules that do not
refer to structured representations but instead rely on linear principles like precedence and
counting words in a sequence. Such languages with structure-independent rules might be
compatible with some of the data in the linguistic environment, but they do not capture
the full set of facts (e.g., fo(x) makes the wrong prediction for "when he finished his es-
say, the boy was happy"). Regardless of their empirical coverage, these languages are not
naturally acquired by language learners. The human brain makes a qualitative distinction
between possible and impossible languages, treating only the former as natural languages.
Language models instead treat all languages as similar in kind, and can therefore make
structure-independent generalizations that empirically fall beyond the boundaries of possible
human languages. This figure was made with icons from thenounproject.com, created by
David Christensen (“neural network”) and Mungang Kim (“thinking”), licensed under CC
BY 3.0.

Figure 1


https://thenounproject.com/icon/neural-network-3339038/
https://thenounproject.com/icon/thinking-822477/
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not one-to-one. Some forms do have one meaning, but others have multiple meanings, and
still others have zero meanings that are grammatically licensed. An example of a form with
multiple meanings is a structurally ambiguous sentence. An ungrammatical sentence instead
is an example of a form without any grammaticality licensed meaning.! An important goal
of linguistic research is explaining this relation — that is, explaining how people are able
to identify both what a string of words can mean as well as what it cannot mean. In
the context of this objective, accounting for the fact that certain forms are ungrammatical
is only a subgoal, because ungrammaticality is a special case of a sentence having zero
meanings that are grammatically licensed (Berwick et al., 2011; Pietroski, 2015; Pietroski

& Hornstein, 2020). This is illustrated by the following sentences:
(1) John kept the car in the garage.

(2) The car was kept in the garage.

(3)  The kept car John the garage in.

These examples illustrate the ubiquitous phenomenon of constrained ambiguity. The sen-
tence in (1) is two-way ambiguous. On one interpretation, “in the garage” refers to the place
where John keeps his car — he kept it in the garage, not in the driveway. On a different
reading, “in the garage” says something about “the car”, so the sequence “the car in the
garage” corresponds to a syntactic unit, referring to a specific car that John kept (i.e., he
did not sell it). The two meanings are derived from the fact that the string of words in
(1) maps onto two hierarchical structures, each with its own interpretation. Importantly,
a third, logically possible interpretation of (1) is absent: “in the garage” cannot be under-
stood as applying to “John”, as in the paraphrase “John both kept the car and was in the
garage”. In other words, the ambiguity of (1) is constrained.

The corresponding passive sentence in (2) is not ambiguous at all; it relates to
just the ‘he-kept-it-in-the-garage’ interpretation. Thus, whereas there are two meanings
corresponding to the form in (1), there is only one meaning for the form in (2). The
reason for this is that displacement of “the car” from its canonical position, the postverbal

LOf course, it will always be possible to creatively assign meanings to ungrammatical sentences, but any
such meaning assigned is actually the meaning of another grammatical sentence. A form like “the child seems
sleeping” is ungrammatical in English and has no grammatically licensed meaning. It might nevertheless
be interpreted as referring to a sleeping boy, identical to the meaning of “the child seems to be sleeping”.
However, the attribution of meaning to such ungrammatical forms is constrained as well, as shown by the
fact that “the child seems sleeping” is not understood as “the child seems sleepy”, even though these forms

are superficially very similar (Higginbotham, 1985). Such facts must be accommodated by any theory that
aims to explain how we assign meanings to (un)grammatical forms.
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position in the active sentence, is sensitive to the structural configuration of the sentence.
The ‘he-did-not-sell-it’ reading could only be derived from (2) via a structural configuration
that would violate a locality restriction on long-distance dependencies, so it is unavailable
(Lightfoot, 1982). In other words, the form in (2) maps onto only one meaning because it
maps onto only one structure.

The sentence in (3) is unacceptable because it does not map onto any structure.
Contrasting with the grammatical sentences in (1) and (2), the word salad in (3) is typi-
cally labeled as ungrammatical. This categorical distinction is slightly misleading though,
because the difference between (2) and (3) is not theoretically more important than the
difference between (1) and (2). The fact that there is no meaning for which (3) would be
acceptable is just as relevant as the fact that the form in (2) is not an acceptable way of
expressing the ‘he-did-not-sell-it’ meaning. It is in this sense that explaining the ungram-
maticality of (3) is only a subgoal; the fact that (3) has no grammatically licensed meanings
(i.e., it is unacceptable on any interpretation) is just a special case of having n meanings.
In other words, the relevant facts for linguistic theories concern the acceptability of a given
form under a reading, not the acceptability or grammaticality of forms simpliciter (Piet-
roski, 2015). The overarching goal for linguistics is therefore to uncover generalizations
between all possible mappings between form and meaning.

This contrasts sharply with computational approaches to language, which tend to
put a lot of emphasis on forms (for comprehensive reviews, see Linzen & Baroni, 2021;
Warstadt & Bowman, 2022). In short, language models are commonly trained on massive
corpora (of forms), usually with the general task of predicting the next word, and sometimes
with an additional training objective for fine-tuning. It is assumed that, if structured
representations make the model better at next-word prediction (i.e., if they make the next
word highly probable), such representations will be stored in the model’s weights and biases
in a distributed and implicit way. Conversely, if structured representations do not improve
the model’s predictive accuracy, they will not be learned. After fine-tuning, the model’s
ability to classify grammaticality might then be evaluated by comparing the probabilities it
assigns to (a critical word in) grammatical sentences than to (that same word in) minimally
different ungrammatical sentences (e.g., Gulordava et al., 2018; Lan et al., 2024; Linzen
et al., 2016; Marvin & Linzen, 2018; Warstadt et al., 2020; Wilcox et al., 2019; Wilcox
et al., 2023). Language models are extremely successful on this task, plausibly because
grammatical sentence continuations are generally more likely than ungrammatical ones.
However, the types of generalizations the model comes up with are likely to be influenced

by the object of optimization (Dupre, 2021; McCoy et al., 2024). That is, statistical next-
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word prediction is primarily about form, so any structural relation or representation whose
effects are not visible in the forms of sentences (but rather in the relationship between form
and meaning) will be challenging for language models.

As an illustration of this induction problem, consider the following examples, which
reveal an asymmetry in the possibility of co-reference between the pronoun “he” and the

Y

noun phrase “the boy”. Note first that all four sentences have an interpretation in which
“he” and “the boy” do not pick out the same individual. Moreover, (4), (5) and (6) also
have a reading in which “he” and “the boy” do pick out the same referent. The co-referential

interpretation is blocked in (7); “he” and “the boy” must have disjoint reference.
(4) When the boy finished his essay, he was happy.
(5) When he finished his essay, the boy was happy.
(6) The boy was happy when he finished his essay.
(7) He was happy when the boy finished his essay.

No generalization based on the linear order of the pronoun and the noun phrase is able to
capture these facts. Instead, this asymmetry is captured by a generalization conventionally
called Binding Principle C, a structure-dependent constraint that makes use of c-command
(Chomsky, 1981; Lasnik, 1976; Reinhart, 1983). Principle C states that the interpretation of
referring expressions such as “the boy” cannot be made referentially dependent on another
element that c-commands them. C-command is a structural relation, formally defined as:
a node a c-commands another node (B if the first branching node that dominates o also
dominates 8. As can be seen in Figure 2B, which shows the structure corresponding to
example (7), “the boy” is c-commanded by “he”, so a dependency relation between these
two elements is ruled out by Principle C. This is not the case in example (5), because the
pronoun “he” is embedded in an adverbial clause and “the boy” is not c-commanded by it,
as the structure in Figure 2A shows.

As a generalization, Principle C is not limited to co-reference. It also explains
the interpretation of the so-called cross-over construction in (9) (Chomsky, 1981; Freidin
& Lasnik, 1981). First consider (8), which is ambiguous; a relation between “who” and
“he” can, but need not, be established. In (9), however, the ambiguity is constrained: no
dependency relation between “who” and “he” can be established, so this sentence has only

one interpretation.

(8)  Who said he finished his essay?
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Figure 2

Two hierarchical structures in which “he” does (B) or does not (A) c-command “the boy”.

(9) Who did he say finished his essay?

Again, linear order alone cannot explain the asymmetry, because “who” precedes “he” in
both cases. The difference between these examples is that “who” in (8) is the subject of
“said”, which is higher in the structure than “he” (see whe in Figure 3A), while “who” in
(9) is the subject of “finished”, which occupies a position lower than “he” (see who in Figure
3B). The reason that a dependency relation between “who” and “he” in (9) is ruled out is
that “he” c-commands the lower position of “who” (see Figure 3B), a violation of Principle
C. This is not the case in (8), as “who” is never in a position where it is c-commanded by
“he” (see Figure 3A).

A B

who who
did
he
he say
finished his essay who

said

finished his essay

Figure 3

Two structured representations in which “he” does (B) or does not (A) c-command the
canonical position of the subject “who” (indicated as whe).

To sum up, the possibility of a referential dependency is based on a particular
structural relationship between two elements. These examples therefore show that syntac-
tic generalizations are made over structures rather than over sequential forms. If syntax
relied on structure-independent principles that refer to linear order, the asymmetries would
be unexpected, because the examples in (4) and (5) are identical to (6) and (7) respectively
in terms of the linear order of “he” and “the boy”. The same goes for (8) and (9), which

are sequentially similar — “who” precedes “he” — but structurally very different. General-
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izations based on the sequential structure of sentences alone would therefore make incorrect
predictions regarding the interpretation of these sentences. Because (4) licenses the same
interpretations as (5), it is inductively reasonable to suppose that the interpretations of
(6) and (7) are similarly linked, which they are not. Likewise, if (9) is treated as analo-
gous to (8), then (9) should also be ambiguous, which it is not. Without considering their
underlying structured representation, the constrained ambiguity of both (7) and (9) is left

unaccounted for.

2.1 Forms and meanings in language models

The reason that we discuss these examples in so much detail is that they present both an
analytic problem and a learning problem (Lidz, 2018). As discussed in the preceding section,
the analytic problem is addressed by postulating relations over structured representations.
These constrain the mapping between form and meaning, and in this way, they account for
the fact that sentences (4)-(6) are ambiguous while sentence (7) is not. Thus, structured
representations occupy a central role in the explanation of linguistic phenomena. The
learning problem concerns the question how people or language models come to know under
which conditions pronouns and noun phrases can(not) be co-referential. This problem is
particularly challenging for language models, because language models learn relations and
representations through the next-word prediction objective.

As noted, language models are trained by having to predict the next word in massive
text corpora, after which they can be tested on their ability to distinguish minimal pairs of
grammatical and ungrammatical sentences (e.g., Gulordava et al., 2018; Lan et al., 2024;
Linzen et al., 2016; Marvin & Linzen, 2018; Warstadt et al., 2020; Wilcox et al., 2019;
Wilcox et al., 2023). From the model’s responses to these forms, conclusions are drawn
about its syntactic capacity. If the model consistently assigns a higher probability to the
grammatical sentence in the minimal pair, or if it correctly ‘classifies’ the grammatical sen-
tence as grammatical, it is assumed that the (principle underlying the) relevant grammatical
construction was learned.

Besides inferential problems with such a behavioral approach to model evaluation
(Guest & Martin, 2023; Kodner et al., 2023), the fact that these metrics are based on form
is problematic for constructions like those in (4)-(7), because these are not grammatically
distinguishable in terms of likelihood. Likewise, the training regime that is adopted might
also be insufficient, because the critical difference between these constructions is a difference
in meaning (only (7) is unambiguous) rather than form. To the extent that occurrence in a

corpus reflects acceptability, and vice versa, the forms in (4)-(7) should be treated equally.
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However, as we noted, the critical facts concern the acceptability of linguistic forms under
an interpretation, not the acceptability of forms per se (Pietroski, 2015). So, to learn the
relevant difference between (7) and (4)-(6) it is insufficient to only monitor which forms
do and do not occur. Rather, what has to be kept track of are the relationships between
forms and meanings — specifically, which meanings do and do not go together with which
forms (Crain, 1991; Crain & Thornton, 1991; Pietroski & Hornstein, 2020). From the
non-occurrence of certain interpretations of certain forms, the principles underlying the
construction must be induced.

To determine under which conditions a structure-dependent relation like Principle C
might be learned by a language model, we have to look again at how language models learn
linguistic representations. Remember that the objective being optimized during training
is next-word prediction. Anything regularity in the data that consistently supports that
goal — i.e., any feature of the input that makes the model more accurate at predicting the
next word — will in some way be internalized. We consider three scenarios that make it
challenging to learn Principle C in this way. One possibility is that the model does not
get better at predicting next words (e.g., referring noun phrases, proper names) when it
has internalized Principle C, in which case this principle will not be learned. A second
possibility is that the model does get better at predicting those words that are governed by
Principle C, but that it relies on other salient features of the input, such as linear order,
which is highly predictive. In that case, these non-structural features will come to represent
the model’s ‘representation of co-reference’, hindering the learning of Principle C. A third
possibility is that Principle C helps the model to make better predictions for constructions
involving co-reference (as in (4)-(7)) but not for strong cross-over constructions involving
binding (as in (8)-(9)), or vice versa. In that scenario, Principle C will be inferred for the
former but not for the latter, which means that the model fails to capture an important
cross-constructional generalization (Chomsky, 1986; Freidin & Lasnik, 1981).

Given these possibilities, we suspect that language models will have a hard time
capturing principles of this sort, which reside at the interface between structure and mean-
ing. Indeed, the only study that has tested a language model’s ability to learn co-referential
restrictions on referring expressions showed that it was insensitive to Principle C (Mitchell
et al., 2019). As another illustration of a language model’s struggle with restrictions on
co-reference, we asked ChatGPT about its interpretation of our example sentences (in

particular, (6) and (7)).2

2 All examples use GPT-4o, which was accessed on November 4, 2024.
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User:

In the sentence "The boy was happy when he finished his essay", who does "he"
refer to?

ChatGPT:

“In the sentence "The boy was happy when he finished his essay," the pronoun
"he" refers to "the boy." The sentence structure and context suggest that the boy
is the one who finished the essay and consequently became happy. This is the

most straightforward and common interpretation.”

User:

Can "he" in the same sentence refer to someone else?

ChatGPT:

“In the sentence "The boy was happy when he finished his essay," the pronoun
"he" most logically refers to "the boy" because this interpretation is the most
straightforward and commonly expected. However, theoretically, "he" could refer
to someone else if there was additional context provided by earlier sentences. For
example, if the previous context introduced another male individual who finished
the boy’s essay for him, then "he" could refer to that person. Without such

o

context, the default interpretation is that "he" refers to "the boy.

When probed, ChatGPT correctly reports that sentence (6) has a co-referential as well
as a non-co-referential interpretation. What about sentence (7), in which people do not

accept the co-referential interpretation?

User:

In the sentence "He was happy when the boy finished his essay", who does "he"
refer to?

ChatGPT:

“In the sentence "He was happy when the boy finished his essay," "he" refers
to a male person who is distinct from "the boy." The structure of the sentence
implies that there are two different individuals: one male individual ("he") who
becomes happy, and another male individual ("the boy") who finishes the essay.
The identity of "he" would be understood from the broader context in which the

sentence appears.”
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User:

Can "he" in the same sentence refer to "the boy"?

ChatGPT:

“In the sentence "He was happy when the boy finished his essay," "he" typically
refers to someone other than "the boy." The structure of the sentence suggests
two distinct individuals: "he" and "the boy."

However, in a broader context where it is clearly established that "he" and "the

n

boy" are the same person, it is possible for "he" to refer to "the boy." This would
rely on prior information or context that clarifies this relationship. For example,
if the preceding text makes it evident that the boy is reflecting on his own actions
and feelings, "he" could refer to "the boy." In general, though, without such

context, the default interpretation is that they are different individuals.”

ChatGPT initially reports the preferred non-co-referential interpretation of (7), but incor-
rectly suggests that supportive context might yield the co-referential interpretation as well.
It thus appears to have no problem relating the two referential expressions, even when “he”
c-commands “the boy” and the co-referential interpretation is ruled out by Binding Princi-
ple C. This pattern of behavior might at first thought seem striking because the explanation
of Principle C, as well as relevant examples, can be found in linguistics textbooks and other
internet resources that are likely part of the training data. However, we suggest that it is
actually expected, because the form of these constructions provides no clues to the correct
principle, which defines the relation between form and meaning. Because of this, we suspect
that the model will not be much better at next-word prediction if it knows Principle C, due

to which this principle is unlikely to be internalized.

In stark contrast to ChatGPT’s structure insensitivity for these constructions, chil-
dren of around three years of age have been found to adhere to Principle C in the interpre-
tation of referring expressions, accepting co-reference in (6) but not in (7) (Crain & McKee,
1985; Eisele & Lust, 1996; Kazanina & Phillips, 2001; Lidz et al., 2021; Lukyanenko et al.,
2014). At the same age, they also know how to interpret cross-over constructions, correctly
rejecting the bound interpretation in (9) but not in (8) (Crain & Thornton, 1991; McDaniel
& McKee, 1992). This suggests that a generalization like Principle C, which unifies the
two phenomena, is on the right track as an explanatory principle of the language system.
We suggest that such structure-dependent principles, which map form onto meaning, might
need to become a more central goal for language modeling, because it is not guaranteed

that they will be learned as a consequence of the model’s training objective, i.e. optimizing
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next-word prediction.

3. Limited variation: Impossible languages

Not all imaginable combinations of grammatical properties are possible in natural language.
One property that does not seem to be adopted in the syntax of natural languages is
structure independence: syntactic rules or operations do not refer to structure-independent
properties, such as the linear position of words in a sentence (Adger, 2019; Everaert et al.,
2015; Moro, 2016; Newmeyer, 2005; Rizzi, 2009). The conventional explanation for this
restriction on typological variation is that structure-independent languages fall outside the
boundaries of possible human languages. That is, structure dependence restricts the class
of possible languages, rendering structure-independent languages naturally impossible. We
emphasize the word naturally here, because ‘impossible languages’ are neither formally nor
logically impossible (i.e., one can construct languages that possess these properties, such
as formal languages), nor are they literally unattainable (i.e., they can be learned by other
cognitive faculties). Rather, they appear to be naturally or biologically impossible in the
sense that they are not acquired by the mechanisms that support naturalistic language
development (Boeckx & Piattelli-Palmarini, 2005; Friederici et al., 2017; Lightfoot, 1982;
Moro, 2016; Newmeyer, 2005; Singleton & Newport, 2004; Smith & Tsimpli, 1995).

Supporting evidence comes from artificial-language learning experiments, which
show that people acquire ‘possible’ artificial languages differently than ‘impossible’ arti-
ficial languages. In an early study by Read and Schreiber (1982), 7-year-old children were
trained to repeat word sequences that were part of a sentence produced by one of two ex-
perimenters. They had to learn implicitly which sequences to repeat by looking at what the
other experimenter repeated back. In one of the conditions, the to-be-repeated sequence
was a syntactic constituent (i.e., subject noun phrase), which in the training data varied
in length and semantic content. Most children successfully mastered the task, consistently
repeating back the right constituent. Strikingly, when the to-be-repeated sequences were
non-constituents, defined in terms of their sequential properties (e.g., the first four words of
the sequence), none of the children were successful. Thus, the children readily generalized
structural notions like constituent, while being unable to learn structure-independent rules
that refer to properties of the linear sequence.

Converging evidence comes from a series of neuropsychological studies with a subject
who, while cognitively impaired according to a battery of measures, was a polyglot with a
talent for learning natural languages (Smith & Tsimpli, 1995). In one of the studies, the

subject had to learn an artificial language that had both ‘possible’ grammatical rules, which
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were structure-dependent, as well as ‘impossible’ grammatical rules, which were structure-
independent and would not be found in natural languages. For example, one impossible
rule stated that the emphatic form of a sentence was created by adding the suffix -nog to
the third orthographic word of that sentence (Smith et al., 1993). While being able to
learn the structure-dependent rules, the subject failed to learn the structure-independent
ones. What is interesting is that neurotypical control participants initially also failed to
learn these impossible rules in the linguistic format of the experiment. However, when the
problem was presented to them as a non-linguistic puzzle, they could easily solve it. The
latter shows that the rules were not too difficult, nor were they impossible to learn; when
the neurotypical controls could rely on “central strategies of general intelligence”, they were
able to work out the problem by inducing structure-independent rules (Smith & Tsimpli,
1995, p. 154). These results suggest that people can learn impossible rules, but only when

they do not rely on the mechanisms that support natural language learning.

This latter conclusion is supported by the results of fMRI experiments by Musso
and colleagues, whose participants had to learn possible and impossible languages (Musso
et al., 2003). Possible languages contained rules that were structure-dependent, like in
natural language. Impossible languages were again artificial languages whose rules referred
to the linear properties of words in a sentence. One rule, for instance, stated that the
interrogative form should be created by inverting the linear sequence of the words in the
corresponding declarative. Another rule stated that negative sentences should be built by
putting the negation morpheme “no” after the third word of the sentence. After several
training sessions, participants learned both rule types equally effectively, but they appeared
to use different brain systems to do so. As performance accuracy increased, activity in
the left inferior frontal gyrus (LIFG) increased as well, but only for the learning of pos-
sible languages (see Tettamanti et al., 2002, for similar results). When participants were
learning impossible languages, LIFG activity actually decreased as a function of increas-
ing performance accuracy. Subsequent studies with artificial grammars reported similar
results, showing that LIFG (in particular, BA44) responds more strongly to hierarchical
non-local dependencies following from a ‘possible’ phrase-structure grammar than to linear
local dependencies determined by an ‘impossible’ finite-state grammar (Bahlmann et al.,
2008; Chen et al., 2021; Friederici et al., 2006). The observation that people engage dis-
sociable brain networks to learn and represent possible and impossible artificial languages,
with only the former selectively activating language areas, suggests that people naturally
treat possible and impossible languages as different in kind. That is, the human brain seems

to make a functional distinction between possible and impossible languages, and that dis-



DIVERGING VIEWS ON STRUCTURED REPRESENTATIONS 15

tinction is based in part on whether their rule systems refer to structured representations or
not. If language models instead learn and represent impossible languages in the same way
as possible languages, that would undermine their value as comparative system for human
language (Chomsky et al., 2023; Moro et al., 2023).

3.1 Impossible languages in language models

A number of studies suggest that language models do not make a qualitative distinction be-
tween possible and impossible languages (Fong & Berwick, 2008; Fong et al., 2013; Mitchell
& Bowers, 2020). For instance, Mitchell and Bowers (2020) recently trained and tested
an LSTM, a type of recurrent neural network, on its ability to handle number agreement
in both possible and impossible structures. Possible structures were examples of natural
language, like the sentence “the man whose dogs bark likes apples”. This example illustrates
that number agreement in natural language is structure-dependent: the verbal morpheme
-s agrees in number with “man”, to which it is hierarchically related, not with “dogs”, to
which it is linearly closer. One type of impossible structure was a construction in which
the linear sequence of words following a special marker was reversed, as in the sentence
“the man whose dogs <marker> apples likes bark”. The correct generalization for this
construction is structure-independent in two ways: the domain of application is sequence
reversal, and this reversal operation is applied under the condition that the to-be-reversed
elements are sequentially preceded by the marker. Mitchell and Bowers (2020) showed that
the model’s performance was not affected by these structure-independent modifications:
the model handled number agreement in impossible structures as effectively as in natural
language constructions. More importantly, there was substantial overlap in the networks’
weights that represented agreement in possible and impossible structures, suggesting that
the model does not make a fundamental distinction between the two types of structures.
This contrasts with humans, who seem to employ different neurocognitive resources for
possible and impossible languages (Musso et al., 2003; Smith & Tsimpli, 1995; Tettamanti
et al., 2002).

One notable counter example is a recent study by Kallini et al. (2024), who assess
whether a GPT-2 Transformer model can learn different classes of impossible languages.
All impossible languages in their study were systematically altered versions of English,
to which various structure-independent operations were applied. For instance, in their
so-called *REVERSE languages, word order is perturbed: the words or tokens following a
randomly inserted special marker are reversed (this is similar to the manipulation in Mitchell

& Bowers, 2020). These are compared to a NoOREVERSE language, which is essentially
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English; the same marker is inserted but no reversal takes place. In their *HOP languages,
verb inflection is perturbed using structure-independent counting rules: a special marker
reflecting tense/number is placed four words or tokens after the verb. This is compared to a
NoHOP language (again, essentially English), in which that same marker is placed directly
after the verb, as a kind of agreement morpheme. By evaluating the model’s perplexity
on each test set over the course of training, Kallini and colleagues assess how the ability
to learn impossible languages is affected by the properties of these languages. What they
find is that the perplexities for English are lower than those for the impossible languages,
and those low perplexities are achieved in fewer training steps. Because the model learns
English more efficiently than any of the impossible languages, the authors argue that it can
distinguish possible from impossible languages, which in their view illustrates the utility of
this language model as a model of language learning.

An important problem with this design is that all of the impossible languages were
modified versions of English, so the comparison between possible and impossible languages
is confounded by a difference in complexity. In fact, because the impossible languages
are created by applying structure-independent perturbations to English, a language with
structure-dependent syntax, the impossible languages were both structure-dependent as
well as structure-independent. These are almost invariably harder to learn (or generate),
so it would not be surprising if the model learns them less efficiently. As a case in point,
consider the *HOP languages, where the agreement marker on the verb is moved four words
or tokens to the right. To learn subject-verb agreement in this language, the model not
only has to count word positions, but it first has to identify the verb that agrees with
the syntactic subject, a structure-dependent relation. In the NoHOP language, only the
latter is required, making this a simpler language on any definition of complexity. Given
the consistent difference in complexity between the non-perturbed (natural) language and
the various perturbed (impossible) languages (i.e., one rule for the possible language vs.
two rules for the impossible language), the conclusion that “GPT-2 favors natural grammar
rules” (Kallini et al., 2024, p. 8) is simply not licensed — one might equally interpret these
results as showing that GPT-2 favors simpler languages.

To compare a model’s capacity to learn possible and impossible languages, the
impossible language should not contain more rules than the possible language. It is certainly
feasible to achieve this with the paradigm of Kallini et al. (2024). One could construct a
*HOP language in which the agreement marker is placed n words or tokens after the subject
head noun, rather than after the verb. This relation is entirely structure-independent

and therefore naturally impossible, but because it is relatively easy to capture in surface
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statistics, language models should be very efficient at learning this (see Coopmans et al.,
2022; Frank et al., 2013; Martin & Doumas, 2017; McCoy et al., 2020; Yedetore et al., 2023).
Note that this is exactly what was done in the artificial-language learning experiments by
Musso et al. (2003) and Smith et al. (1993). They specifically investigated people’s ability
to learn structure-independent rule types. That is, to recognize that “cookie a ate Mary”
is the interrogative version of “Mary ate a cookie” (Musso et al., 2003), or that “Mary
ate a-nog cookie” emphasizes Mary’s cookie eating (Smith et al., 1993), no grammatical
knowledge of English is required. These impossible rules could be specified entirely in
structure-independent terms, only referring to sequence position and linear order, which is

why they are naturally impossible despite being computationally simple.

It might help to clarify that the argument about impossible languages with which
we ended the previous section does not rest on the empirical fact that language models
can learn impossible languages (as discussed, humans can do so as well, for some languages
even equally effectively), but rather on the observation that they appear to use one and
the same system to do so.> When Chomsky et al. (2023) state that language models are
“incapable of distinguishing the possible from the impossible”, they take “the possible” and
“the impossible” as referring to distinct kinds of languages. To the extent that language
models make a distinction between possible and impossible languages, that distinction is one
of degree rather than kind (see Milway, 2024, for a similar critique). It is in this context that
the neuroimaging data of Musso et al. (2003) and the neuropsychological data of Smith et al.
(1993) are so informative — both suggest that human brains make a qualitative distinction
between possible and impossible rule types. Likewise, for this discussion, the critical result
of Mitchell and Bowers (2020) is not that their model could learn an impossible kind of
subject-verb agreement, but that the model’s international organization that supported this
ability substantially overlapped with the part of the network that represented subject-verb
agreement in natural language. This informative result therefore suggests that whatever
representational infrastructure the model relied on for English, it also used for the impossible

languages.

The existence of impossible languages, and the qualitative difference in learning pos-

sible and impossible languages, is a challenge for the claim that language models might be

3Note that this is not a trivial empirical result, as it could have been otherwise. In domains other
than language, there is evidence for some forms of ‘emergent modularity’ in neural network systems (see
Mahowald et al., 2024). The fact that such a functional or modular distinction between possible and
impossible languages does not emerge in language models during the training process, even though it does
arise in human brains, is problematic for the claim that these models are cognitively faithful models of
language learning.



DIVERGING VIEWS ON STRUCTURED REPRESENTATIONS 18

treated as linguistic theories, as some authors have recently argued (Ambridge & Blything,
2024; Baroni, 2022; Piantadosi, 2024). According to this view, the parameters and archi-
tecture of a language model are a theory of linguistic representation, which is claimed to be
superior to existing linguistic theories because it can make precise quantitative predictions
about the acceptability of sentences. This claim is misguided regarding the role of theories
(for related critiques, but with a different focus, see Fox & Katzir, 2024; Katzir, 2023; Kod-
ner et al., 2023). That is, the primary aim of theories is to explain key phenomena that
define a field of study. In the case of language, the phenomena are the properties of the
capacity for language — what it is, how it works, and why it is as it is (Cummins, 2000;
van Rooij & Baggio, 2020). Thus, theories of language attempt to explain both what the
nature of linguistic representations is as well as why language relies on those representations
and not on others. Data and effects are secondary explananda, so being able to describe or
predict the acceptability of sentences is not the main goal. Moreover, because explanations
of capacities are not devised to explain effects, the predictions derived from explanatory
models of a capacity will often be less accurate than the predictions of models of the data.
Saying that the excellent predictive accuracy of language models makes them good theories
of language is therefore conflating explanations of effects with explanations of a capacity
(Cummins, 2000; Guest & Martin, 2023; van Bree, 2023; van Rooij, 2022; van Rooij &
Baggio, 2020).

To be used as explanatory theories of language, language models should provide
explanations for why language is the way it is. In the context of the current paper, the goal
of the linguistic theory is not to show that structure-dependent generalizations can be made
by computing statistics over sequential forms, but to explain why languages with structure-
independent rules are not naturally and spontaneously acquired by language learners. The
answer to the latter question should follow from an explanation of the capacity for language,
whereas the former would be an example of capturing the data (Berwick et al., 2011).

These kinds of “why this, and not that” questions are difficult to answer for any
linguistic theory, but they might be even harder to answer by relying on contemporary
language models. This is because human languages would be quite different from how they
actually are if they were learned in the way language models learn (see Adger, 2019; Coop-
mans et al., 2022; Heinz & Idsardi, 2011; Jackendoff, 1988). In that case, languages might
contain such properties as sequential agreement (Adger, 2018) or probabilistic variation in
the mapping between form and meaning (Hudson Kam & Newport, 2005; Singleton & New-
port, 2004). Both of these patterns are compatible with many of the linguistic utterances

in the environment and might therefore be learned through statistical analysis of forms.
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However, neither are characteristic properties of natively acquired syntactic systems, sug-
gesting that people (and children in particular) are in some way biased against making the
corresponding inductions (Hudson Kam & Newport, 2005; Newport, 2020).

A recent study found that, over time, machine learning systems start to behave in
ways increasingly unlike human behavior. This study showed that when large language
models are trained on their own output for multiple ‘generations’, they eventually start to
produce gibberish (Shumailov et al., 2024). The authors refer to this as ‘model collapse’,
which occurs because, over generations, the model starts to forget improbable events. Events
that are common in the original training data will be overrepresented in the model’s output,
and low-probability events will disappear, such that the model eventually converges on a
distribution very different from the original one, and with heavily reduced variance.

This important result illustrates how language models do not learn from variable
input in the same way as humans, because humans obviously do not collapse under recursive
training. In fact, studies of language emergence in language-deprived populations have
shown the exact opposite: during development, children actually add grammatical features
that are absent in the target language, thus expanding upon the resources available in the
input, rather reducing them (Bickerton, 1984; Feldman et al., 1978; Gleitman & Newport,
1995; Hunsicker & Goldin-Meadow, 2012; Singleton & Newport, 2004). This is probably
because humans, and children in particular, use input statistics to induce rule systems,
regularizing rather than retaining probabilistic variation (Hudson Kam & Newport, 2005;
Newport, 2020; Singleton & Newport, 2004). The rule-based nature of linguistic systems
can explain why model collapse does not happen in humans: if people induce rules, they
will always be able to produce low-probability events, as long as those events are consistent
with the rule. It also allows them to impose patterns that deviate both quantitatively and
qualitatively from the input they receive. This is seen most clearly in the creolization of
pidgins (Bickerton, 1984; Gleitman & Newport, 1995) and in the invention of sign language
systems by deaf children whose signed language input is highly impoverished (Feldman et
al., 1978; Flaherty et al., 2021; Hunsicker & Goldin-Meadow, 2012; Singleton & Newport,
2004).

If language models learn and represent the regularities of possible languages in
the same was as they learn and represent impossible languages, this hinders their utility
as comparative model for language learning. However, such a negative conclusion should
not discourage attempts at bridging the gap between language modeling and the language
sciences. Quite the opposite, it means that impossible languages, like those exhibiting

structure-independent rules, can occupy a more central place in future language modeling.
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For instance, they might be utilized as an evaluative benchmark that goes beyond behavioral
performance accuracy. By testing whether the representational resources a model assigns
for processing language-like structures are different from those used for structures that do
not occur in natural language, impossible languages can be used to determine if language

models develop internal states that truly resemble human knowledge of language.

4. Structured representations in linguistics and language modeling

From the preceding sections, it has become apparent that structured representations oc-
cupy a different role in cognitive and computational approaches to language. In cognitive
approaches, structured representations carry much of the burden of explaining what is pos-
sible and what is impossible. In Section 2, we discussed several examples of constrained
ambiguity, which illustrate how structured representations constrain the mapping between
form and meaning, by which they determine the boundaries of possible human languages.
The neuropsychological and neuroimaging evidence discussed in Section 3 supports this con-
clusion by showing that people naturally distinguish possible languages, which map form
onto meaning in a structure-dependent way, from impossible languages, whose rule systems
do not rely on structured representations. In both cases, structured representations play a
central role, quite literally: they mediate the mapping between form on the one hand and
meaning on the other (form <« structured representations <+ meaning), and they determine
whether a language-like (artificial) rule system is considered a possible human language or
not (input — structured representations — possible language X/v).

In studies of language modeling, structured representations typically do not play
a central role. They are often seen as an optional end point — that is, as something to
be induced as a consequence of the modeling objective. This is determined by probing
or intervening with the internal states of the model to find causal links to performance
(e.g., Lakretz et al., 2021; Manning et al., 2020) or by analyzing the model’s responses to
sequences for which structure-dependent and structure-independent generalizations make
different predictions (e.g., McCoy et al., 2020; Yedetore et al., 2023). Each of these en-
deavors is very insightful about what the model has induced during the training process.
However, because model performance is the primary evaluation metric, and next-word pre-
diction the objective being optimized, whether the model’s internal organization provides
evidence for structured representations is a secondary matter. When performance is good
(i.e., the model’s linguistic output is human-like), and the model’s internal states in some
way encode structured representations, that is seen as relevant, because it supports the cog-

nitive or representational adequacy of the language model. But if there is no evidence that
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the model encodes structured representations, that is seen as equally informative, because
it would imply that humans do not need structured representations either. We consider
this ambivalent attitude towards structured representations incoherent. If it turns out that
a language model can produce the right behavior on a given linguistic construction without
relying on structured representations, that does not mean that humans do not use struc-
tured representations for that construction either (Guest & Martin, 2023). In Section 2,
we showed that structured representations are essential in explaining linguistic phenomena,
even if that is not always immediately clear from the (form of the) data, and even if struc-
tured representations by themselves might not be very helpful in optimizing a fit to the data
via next-word prediction. But this is not a problem, because optimizing fit to the data is
not the goal of (a theory of) structured representations, nor is it the primary explanandum
(Cummins, 2000; Dupre, 2021; van Rooij, 2022; van Rooij & Baggio, 2020). Due to their
strong focus on predicting probable word sequences, contemporary approaches to language
modeling often view structured representations as a peripheral and optional phenomenon.
As a result, seemingly successful models might fail to capture important empirical facts
about language, such as those illustrated by the ubiquitous phenomenon of constrained
ambiguity (Section 2).

Our suggestion for future language modeling is to reconceptualize the place of struc-
tured representations. This requires thinking about how they can play a functional role in
the model’s representation of linguistic knowledge. Much inspiration, and some caution, can
be found in models of structured representations in the areas of sentence parsing, analogy-
making, and relational reasoning within cognitive science. For example, the large literature
demonstrating the formal expressive power of structured representations across cognition
(e.g., Berwick, 1985; Coopmans et al., 2023; Doumas et al., 2022; Gentner, 1983; Kemp &
Tenenbaum, 2008; Pearl, 2011; Perfors et al., 2011; Shastri, 1999; Stabler, 2013; Tenenbaum
et al., 2011; Yang, 2016), and the literature showing how structured representations can
be realized in neural dynamics (Hummel & Holyoak, 1997, 2003) as well as learned from
unstructured input (Doumas & Martin, 2018; Doumas et al., 2008). Such representations
can provide a common theoretical framework for language (e.g., Martin, 2016, 2020; Martin
& Doumas, 2019), and underpin generalization (e.g., Doumas et al., 2022; Lake et al., 2015),
thus offering a roadmap for how language models could be enriched by embracing structure
as a computational object. Recent work with neural networks has successfully adopted this
approach already, by directly modeling structure and composition in language models, with
benefits to performance and interpretability (e.g., Kuncoro et al., 2017; Sartran et al., 2022).

What all of these approaches have in common is that they assign a computational role to
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structured representations, either by specifying them or by letting them emerge in neural
networks in a controlled way. In addition, they conduct the necessary tests to determine
whether learned representations meet the formal and computational criteria for structure
(e.g., Doumas et al., 2008, 2022; Martin & Doumas, 2019).

If successful, we suspect that language modeling will provide a stronger contribu-
tion to the study of language in each of the domains identified in Section 1, because the
resulting models represent language in a way more similar to human knowledge of language,
as demonstrated by formal, typological and psychological investigations into language.
Beyond these computational contributions, specifying structure as a computational object
will also enhance the contribution of language models to the cognitive neuroscience of
language. In this field, language models are commonly used as models of, or proxies for,
neural representation of language, by evaluating whether the model’s embeddings explain
variance in brain activity during language processing (e.g., Caucheteux and King, 2022;
Goldstein et al., 2022; Pasquiou et al., 2023; see Arana et al., 2023, for a review). Such
results will be more interpretable and informative about the neurobiological representation
of language if they are based on models that represent language in a structured way that is
concordant with abundant research in linguistics and psychology. This, we argue, requires

assigning a computational role to structured representations.
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